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ACADEMIC DETAILS

Examination/Degree University Year GPA/%
PhD: Computer Engineering University of Southern California Ongoing 3.95/4.0
Master of Science:
Communications Engineering Technical University of Munich 2021 1.2/5.0 (High Distinction)
Bachelor of Technology:
Electronics & Communication Engineering NIT Durgapur, India 2017 9.63/10 (Dept. Rank 1,

Univ. Rank 2)

RESEARCH INTERESTS

Efficiency in Large Language Models (LLMs) and Vision Language Models (VLMs), Model Compression (Pruning,
Quantization, Layer skipping), Trustworthy AI (Hallucination and bias mitigation, Robustness, Safety)

HONORS AND AWARDS

• 3rd Place, PhD Forum, Design Automation Conference (DAC) 2026
• WiSE Graduate Merit Award, University of Southern California, 2026-2027
• Heidelberg Laureate Forum (HLF), Heidelberg, Germany, 2026 (Selected for participating at the 13th HLF)
• Outstanding Reviewer, SCOPE ICLR 2025
• DAC Young Fellow, 2024 (winner of the 2-minute Video Contest!)
• Annenberg Endowed Fellowship, University of Southern California, 2024 (awarded to 2 students in the department)
• MHI Fellowship, University of Southern California, 2022 (awarded to less than 10% of incoming PhD students in the

department)
• Grace Hopper Celebration (GHC) Student Scholarship, 2021
• Deutschlandstipendium, The German National Scholarship at TUM, 2019
• Institute Gold Medal, NIT Durgapur, 2017 (highest marks in B. Tech in Electronics and Communication Engineering)
• Parpatidevi Chandumal Memorial Gold Medal, NIT Durgapur, 2017 (Scholastic excellence among girl students)
• Scholarship for College and University Students, Government of India, 2013

SELECTED PUBLICATIONS

• [arXiv 2026] Sreetama Sarkar, Saptarshi Mitra, Sitao Huang, Souvik Kundu, Peter A Beerel, RaReCache: Bridging
the Gap in Cross-Model KV Cache Reuse via Rank Disagreement-Based Selective Recomputation.

• [CVPR 2026] Jingqi Xu, Jingxi Lu, Chenghao Li, Sreetama Sarkar, Souvik Kundu, Peter A Beerel, RedVTP:
Training-Free Acceleration of Diffusion Vision-Language Models Inference via Masked Token-Guided Visual Token
Pruning.

• [DAI AAAI 2026] Sreetama Sarkar, Saket Gurukar, Yuexi Zhang, Monami Banerjee, Ashwin Chandra, FlashVLM:
Exploiting Layer Redundancy via Visual Attention for Efficient Vision-Language Inference.

• [EMNLP 2025] Sreetama Sarkar, Yue Che, Alex Gavin, Peter Anthony Beerel, Souvik Kundu, Mitigating Halluci-
nations in Vision-Language Models through Image-Guided Head Pruning.

• [ICCAD 2025] Mehrdad Morsali, Chengwei Zhou, Deniz Najafi, Sreetama Sarkar, Pietro Mercati, Navid Khoshavi,
Peter Beerel, Mahdi Nikdast, Gourav Datta, Shaahin Angizi, Opto-ViT: Architecting a Near-Sensor Region of Interest-
Aware Vision Transformer Accelerator with Silicon Photonics.

• [WACV 2025 (ORAL)] Sreetama Sarkar, Gourav Datta, Souvik Kundu, Kai Zheng, Chirayata Bhattacharyya, Peter
A Beerel, MaskVD: Region masking for efficient video object detection [paper].

• [ISQED 2025 (ORAL)] Sreetama Sarkar, Sumit Bam Shrestha, Yue Che, Leobardo Campos-Macias, Gourav Datta,
Peter A Beerel, Region Masking to Accelerate Video Processing on Neuromorphic Hardware [paper].

• [IJCNN 2025], Yuming Li, Sreetama Sarkar, STAR-UNet: Sinogram Transformation using Attention based Residual
U-Net [paper]

• [ECV CVPR 2024] Sreetama Sarkar, Souvik Kundu, Kai Zheng, Peter A Beerel, Block Selective Reprogramming
for On-device Training of Vision Transformers [paper].

sreetamasarkar.github.io
https://www.linkedin.com/in/sreetama-sarkar-332a13104/
https://scholar.google.com/citations?user=5G5bBKEAAAAJ&h
https://www.usc.edu/
https://www.tum.de/
http://nitdgp.ac.in/
https://arxiv.org/pdf/2407.12067
https://ieeexplore.ieee.org/abstract/document/11014411
https://ieeexplore.ieee.org/abstract/document/11228402/
https://openaccess.thecvf.com/content/CVPR2024W/ECV24/papers/Sarkar_Block_Selective_Reprogramming_for_On-device_Training_of_Vision_Transformers_CVPRW_2024_paper.pdf


• [TCV CVPR 2024] Sreetama Sarkar, Souvik Kundu, Peter A Beerel, RLNet: Robust Linearized Networks for Effi-
cient Private Inference, Fair, Data-Efficient. paper

• [ICPR 2024] Sreetama Sarkar, Xinan Ye, Gourav Datta, Peter A Beerel, FixPix: Fixing Bad Pixels using Deep
Learning, paper.

• [DAC 2022] Pierpaolo Mori et al., Accelerating and Pruning CNNs for Semantic Segmentation on FPGA, paper.
• [SAIAD CVPR 2021] Manoj-Rohit Vemparala et al., Adversarial Robust Model Compression using In-Train Pruning,

paper.
∗∗ For full list of publications, please refer to my Google Scholar

EXPERIENCE

PhD Research Intern, Dolby Labs (May 2026 - August 2026)
– Video question-answering models exhibit a systematic positional bias: accuracy is highest for content appearing

at the beginning and lowest for content in the middle.
– Investigated the root cause analyzing attention head behavior and observed that heads are either anchored to fixed

frame positions or dynamically track content.
– Proposed selectively reweighting attention heads through learnable scalars to shift the model toward content-

tracking behavior, reducing bias across frame positions, yielding a temporally uniform video QA performance.

Research Scientist Intern, Samsung Research America (May 2025 - August 2025)
– Investigated layer skipping in Vision Language Models (VLMs) for efficient deployment in smart TVs
– Identified shortcomings of LLM-based layer importance metrics for vision-language tasks
– Proposed an inference-only attention-based VLM-specific layer skipping strategy that can improve the overall

throughput for generative tasks up to 21% while maintaining model performance

Graduate Research Assistant, University of Southern California (August 2022 - Present)
– Non-ideality modeling and mitigation as part of the DARPA ScAN project A Robust and Scalable Current-mode

Analog Neural Network Processor via Redundancies and Stochastic Operation (CANN-PRO)
– Intelligent region-skipping for object detection as part of the project Energy-Efficient Event-based SNNs for

Complex CV Applications, funded by Intel; results showcased in monthly presentation to Intel
– Intelligent frame-skipping for object detection and tracking as part of the RPIXELS project funded by DARPA;

results showcased in demo presentation to DARPA
– Investigating efficient ML methods for bad pixel detection and correction as part of In-pixel Computing project,

funded by Samsung
– Helped in writing research grants for NASA, NSF, DARPA, Sony and Amazon

Graduate Teaching Assistant, University of Southern California (January 2024 - Present)
EE354L: Introduction to Digital Circuits

– Digital system design and implementation; synchronous design of datapath and control; schematic/Verilog-based
design, simulation, and implementation in FPGAs; timing analysis; semester-end project.

EE560: Digital System Design – Tools and Techniques
– ASIC design, FPGAs, VHDL, verilog, test benches, simulation, synthesis, timing analysis, post-synthesis simu-

lation, FIFOs, handshaking, memory interface, PCI bus protocol, CAD tools, design lab exercises.

Intern, Intel Labs, Munich (May 2021 - September 2021)
– Investigating performance metrics for object detection in safety-critical scenarios
– Identified shortcomings of existing metrics like mean average precision (mAP)
– Proposed new metrics considering object distance, safety-critical clustering and object tracking, with a scope for

further refinement considering other safety aspects

Master’s Thesis Student, Autonomous Driving Group, BMW Munich (September 2020 - April 2021)
Robustness aware Pruning methods for Convolutional Neural Networks (CNNs)

– Developing a Pruning framework that simultaneously optimizes the three objectives: task-specific performance,
adversarial robustness and resource-awareness

– Combined adversarial training and model pruning in a joint formulation of the fundamental learning objective
during training, termed In-train Pruning

– Achieved state-of-the-art adversarial robustness and an improvement in natural accuracy without any additional
overhead of GPU hours; results published in the CVPR Workshop SAIAD 2021

https://openaccess.thecvf.com/content/CVPR2024W/TCV2024/papers/Sarkar_RLNet_Robust_Linearized_Networks_for_Efficient_Private_Inference_CVPRW_2024_paper.pdf
https://link.springer.com/chapter/10.1007/978-3-031-78122-3_28
https://dl.acm.org/doi/abs/10.1145/3489517.3530424
https://openaccess.thecvf.com/content/CVPR2021W/SAIAD/papers/Vemparala_Adversarial_Robust_Model_Compression_Using_In-Train_Pruning_CVPRW_2021_paper.pdf
https://scholar.google.com/citations?view_op=list_works&hl=en&hl=en&user=5G5bBKEAAAAJ&sortby=pubdate


Working Student, Intel Communications and Devices Group (iCDG), Intel Munich (March 2019 - August 2019)
– Analyzing traces in System Trace Tool (STT) and automating process to decode events and identify potential

problems in the Protocol Processing Unit (PPU)

Research Assistant, School of Computer Science and Engineering (SCSE), Nanyang Technological University,
Singapore (November 2017 - September 2018)

– Part of a team responsible for the design of a state-of-the-art Secure Processor using RISCV ISA that implements
features like secure boot, memory encryption etc.

Summer Intern, CERN, Geneva, Switzerland (May 2016–July 2016)
– Quality Assurance of GEM Detectors at ALICE (A Large Ion Collider Experiment)

TECHNICAL SKILLS

• Programming Languages: Python (Packages: Pytorch, Tensorflow), MATLAB, C, C++, VHDL, Verilog
• Tools: LATEX, Git, Xilinx ISE, Vivado, Multisim
• OS: Linux, Windows

EXTRA ACADEMIC ACTIVITIES

– Graduate Student Mentorship: Viterbi Graduate Student Mentor, Fall 2023 (best mentor nomination) and Fall 2024
– Intern Mentorship: Student Mentor for IUSSTF Viterbi Summer program 2024 (co-authored publication in WACV

2025) and USC-Tsinghua Program for Visiting Scholars 2024.
– Research Mentorship: Mentored 8 Master’s students at USC for Directed Research; co-authored peer-reviewed pub-

lications and successfully guided 3 students into PhD programs at Tsinghua University, China, University of Bristol,
UK, and Case Western Reserve University, USA.

– Paper Reviewing:
◦ Primary reviewer: NeurIPS, ICLR, ECCV, CVPR, WACV, IJCNN, VLSID, SCOPE (ICLR Workshop), SCALE

(ICML Workshop), DAI (AAAI Workshop)

◦ Secondary reviewer: DATE, DAC, TinyML, ICASSP, KDD, ICLR, and journals like TCAD, TCAS.

– Volunteering: Poster Mentor and Social Host, WiML Workshop co-located with NeurIPS 2020; Poster presenter and
volunteer, WiML Un-Workshop co-located with ICML 2021

– Interests: Painting, Swimming, Indian Classical Dance and Yoga

https://www.intel.com/content/www/us/en/homepage.html
https://www.ntu.edu.sg
https://home.cern/

